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About me

• Academic background

• Master of computer science specialize in AI and data science (2026), CADT

• Bachelor of computer science (2024), AGA

• Bachelor of Psychology (2022), RUPP

• Work experience

• Lecturer-Researcher, IDRI, CADT,  2026 – Present

• Assistant Lecturer-Researcher, IDRI, CADT, 2022-2026

• Data engineeer, Z1 data, 2021-2022
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Same query, two engines

• In pairs: pick a query, search it on 2 different search services, 

compare top 3 results.

Python Coffee near me Phnom Penh to Siem Reap

• What’s your observation?
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Search is everywhere

• Web, email, phone, e-commerce, code, legal and medical papers, 

company documents.

• Chatbots that “read your documents” start with retrieval RAG
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What we will build

• A small search engine over a Web corpus, in teams

S2: Index

S3: Ranking

S4: Evaluation

S5-6: Collecting 
data

S8: 
Links

S9-10: Neural 
search and RAG

5



How the course run

• Each week: 1.5 h lecture + 3 h lab, short quiz every beginning of 

the lab session

• Attendance 10%, quiz & homework 15%, project & participation 

35%, midterm 20%, and final 20%

• Reading guide and project milestones
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What is information retrieval (IR)?

• Finding material (usually documents) of an unstructured nature 

such as text, images, audios, etc. that satisfies an information 

need, from large collections.

• Three key words:

• Unstructured

• Information need

• Large collections
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Structured vs. unstructured data
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Core Vocabulary

• Document -> collection(corpus) -> information need -> query -> 

relevance -> ranked results

• Example need: “I need to get from Phnom Penh to Siem Reap 

tonight”

• Queries: “bus phnom penh siem reap” or “cheap transport siem 

reap” …
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Relevance

• Depends on the user, the task, the context, and the time

• Topical relevance vs. usefulness

• Binary or graded judgments, made by people
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Why is it hard? Vocabulary mismatch

• Car | automobile | vehicle

• Cheap | budget | affordable

• Ambiguity: Java, Python, Apple

• Short queries, long documents

• Mixed languages
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IR vs. database queries
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IR Database queries

Data Unstructured text Structured records

Query Keywords or a question SQL

Matching Partial and approximate exact

Result Ranked list A set of rows

Success Degrees of relevance Right or wrong



Where IR fits
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• Web search
• Recommender systems
• Question answering
• RAG



Anatomy of a search system
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• Offline: collect -> preprocess -> index 

• Online: query -> process query -> 

retrieve -> rank -> present

• Feedback loop: logs, clicks, evaluation



Offline: build the index
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• Collect documents (crawl, feeds, files)

• Preprocess: clean, tokenize, normalize

• Index: structure that makes lookup fast

• Why offline: pay the cost once, answer man queries quickly



Online: answer the query

16

• Interpret the query

• Match against the index

• Score and rank

• Present snippets

• User expect answers in a fraction of a second



How do we know it works?
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• Relevant documents in the collection 20; return 10; relevant 

among returned: 6

• Precision: 6/10

• Recall: 6/20

• Coming in session 4!

Precision is about the 
quality of what you 

returned, recall is about 
what you missed.



Recap
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1. IR finds documents that satisfy an information need

2. A query is not the need, and relevant is judged by people

3. Databases and search engines have different goals

4. Offline indexing and online ranking

5. Language, scale and evaluation make it hard
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